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ABSTRACT

COST-EFFECTIVE AND DDOS-AWARE NETWORK
FUNCTION SHARING MODELS FOR
NEXT-GENERATION NETWORKS

As next-generation communication networks evolve to meet increasingly diverse
service requirements, optimizing resource efficiency and ensuring sustainability have
become paramount. Network Function (NF) sharing has emerged as a promising solu-
tion for achieving both environmentally friendly and cost-effective resource allocation
by maximizing resource utilization. However, maintaining Quality of Service (QoS)
continuity and addressing security vulnerabilities together with NF sharing remain sig-
nificant challenges. This thesis introduces a framework to optimize NF sharing for
next-generation networks, with a focus on balancing cost efficiency with QoS and secu-
rity. We propose a set of cost-efficient heuristics, CNFSH, along with its delay-aware
version, D-CNFSH, to effectively manage the allocation and sharing of NFs. By prior-
itizing NF sharing, our approach significantly reduces underutilized resources, lowers
operational costs, and supports green network initiatives, all while ensuring QoS conti-
nuity through the use of a priority-aware load balancer (LB). A novel metric, the ratio
of underutilized to allocated resources, demonstrates the effectiveness of this method,
with results showing underutilization reduced from around 30% in NoShare schemes to
less than 0.4% with D-CNFSH. Additionally, the thesis addresses the security concerns
associated with NF sharing by introducing SliceScore, an NF sharing-aware DDoS
filtering mechanism designed to mitigate resource exhaustion threats. Simulations
indicate that SliceScore outperforms traditional filtering methods by leveraging slice-
specific insights to enhance defense strategies. These contributions lay the foundation
for designing sustainable, secure, and cost-efficient communication networks in next-

generation systems and pave the way for further research in the area.



OZET

YENI NESIL HABERLESME AGLARI ICIN MALIYET
ETKIN VE HIZMET REDDI SALDIRILARINA DUYARLI
AG FONKSIYONU PAYLASIM MODELLERI

Yeni nesil aglar, gesitli hizmet gereksinimlerini kargilamak tizere donitisiirken, kay-
nak verimliligi ve siirdiiriilebilirlik kritik hale gelmisgtir. Ag Fonksiyonu (NF') paylagimi,
kaynak kullanimini maksimize ederek maliyet etkin tahsis saglayan umut verici bir
yaklagimdir. Ancak, NF paylagimiyla hizmet kalitesi devamliligini saglamak ve giivenlik
aciklarini gidermek kritik bir sorundur. Bu tez, maliyet etkinligi ile servis kalitesi ve
giivenlik arasinda denge kurarak yeni nesil aglar icin NF' paylagimini optimize eden bir
gerceve sunmaktadir. CNFSH ve gecikmeye duyarli D-CNFSH sezgisel yaklagimlarini
onererek, NF paylagimimi etkinlestirip kullanilmayan kaynaklari minimize eden, op-
erasyonel maliyetleri diigliren ve g¢evre dostu ag coziimlerini destekleyen yontemler
sunuyoruz. Onerdigimiz ”kullanilmayan /tahsis edilen kaynak oran” metrigi, yaklagimi-
mizin verimliligini gostermektedir. Sonuglar, paylagimsiz yontemlerde %30’a varan kul-
lanilmayan kaynak oranimin, D-CNFSH ile %0.4’iin altina indigini ortaya koymaktadir.
Tez ayrica, NF paylasimimin giivenlik risklerini ele alarak DDoS saldirilarina duyarh
SliceScore filtreleme mekanizmasini sunmaktadir. Simiilasyonlar, SliceScore’un dil-
ime 6zgi bilgileri kullanarak geleneksel filtreleme yontemlerinden daha iyi performans
gosterdigini kanitlamaktadir. Bu ¢aligma, yeni nesil aglarda stirdiirtilebilir ve giivenli
haberlesme sistemleri tasarlamak icin bir temel sunmakta ve daha verimli ¢oziimler

geligtirilmesine onciiliik etmektedir.
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1. INTRODUCTION

The rapid evolution of next-generation communication networks, driven by the
increasing demand for diverse and high-quality services, has brought new challenges
and opportunities for network optimization. As the need for higher performance and
more flexible network architectures grows, the concepts of resource efficiency and sus-
tainability have become central to the design of these networks. Traditional network
designs are increasingly being reconsidered in favor of more dynamic, resource-sharing
models that can enhance efficiency, reduce environmental impact, and lower operational

costs.

Network slicing plays a pivotal role in enabling these dynamic models by divid-
ing a single physical network infrastructure into multiple virtualized and independent
slices, each tailored to meet the specific requirements of different services or applica-
tions. This approach allows service providers to deliver diverse services with distinct
QoS guarantees while optimizing the underlying resources. However, the adoption of
network slicing also introduces challenges, such as the need for efficient resource al-
location, dynamic slice management, and maintaining inter-slice isolation to prevent
performance degradation across slices. Security concerns, particularly those arising
from virtualization and shared infrastructure, further complicate the realization of ro-

bust and reliable network slicing.

As networks become increasingly automated and intelligent, the role of Artificial
Intelligence (AI) in managing and optimizing network operations is expanding. Al-
driven automation is accelerating the deployment of new NFs, allowing networks to
support a broader set of use cases and more complex operations. This surge in Al-
assisted NFs introduces greater flexibility but also increases the difficulty of coordinat-
ing resources efficiently. The growing number of NFs, driven by machine learning-based
traffic analysis, predictive maintenance, and autonomous decision-making, demands in-

novative strategies for effective NF placement and security.



One critical challenge within this context is the placement of network slices on
a shared infrastructure. This problem involves determining the optimal allocation of
resources to accommodate various network slices, each with its own QoS requirements,
while minimizing resource usage and operational costs. Achieving an effective place-
ment is complicated by the diversity of slice demands, which can range from ultra-low
latency for mission-critical applications to high throughput for bandwidth-intensive ser-
vices. Without efficient mechanisms to manage resource allocation, network operators
risk underutilizing the available infrastructure, leading to inefficiencies and increased
costs. This challenge highlights the need for advanced techniques like NF sharing to
maximize resource utilization. By allowing multiple slices to share underutilized NFs,
NF sharing not only addresses the inefficiencies of static resource allocation but also

provides the flexibility to adapt to changing demands dynamically.

NF sharing is emerging as a promising strategy to further enhance resource uti-
lization. By enabling multiple network slices to share common NFs, NF sharing pro-
vides significant cost savings while supporting the development of environmentally
friendly, green networks. This approach leverages reserved but underutilized resources
across slices, optimizing resource usage to achieve better cost efficiency and reduced la-
tency. However, despite its operational benefits, NF sharing introduces unique security
challenges, such as vulnerabilities to cross-slice interference and Distributed Denial of

Service (DDoS) attacks, which demand innovative mitigation strategies.

This thesis addresses these challenges by proposing a comprehensive framework to
optimize NF sharing, specifically targeting 5G and beyond communication networks, of-
ten referred to as next-generation communication networks, representing the evolution
of modern telecommunications. We use both of the statements interchangeably in this
thesis. Through the introduction of a novel delay-aware and cost-efficient heuristics,
the research demonstrates how NF sharing can be effectively implemented to minimize
resource underutilization, reduce costs, and support the realization of sustainable green

networks. Furthermore, this work tackles the critical issue of security in NF sharing



by introducing SliceScore, a DDoS filtering mechanism that not only enhances network

security but also ensures the efficient use of resources while preserving energy efficiency.

We describe a sustainable network as a communication infrastructure designed
to efficiently utilize resources, minimize environmental impact, and ensure long-term
operational viability while maintaining high performance, scalability, and security. Jo
et al. [2], Saberi et al. [3], and Seuring et al. [4], who focus on sustainable smart cities,
sustainable supply chain through blockchain, and supply chain management, respec-
tively; all underline the environmental impact and the functionality when considering
the sustainability of a system. Likewise, as the proposed mechanisms aim for a cost-
effective, environmentally friendly, and secure network function sharing, the work in
this thesis is an effort to improve the sustainability of next-generation communication

networks.

This study is divided into two parts which are explained in Chapter 3 and Chapter
4. Chapter 3, explains our proposed NF sharing models that increase cost-efficiency,
lowers resource usage, and provides delay sensitivity for network slice deployments. We
propose CNFSH-RC, CNFSH-RR, and their combination to increase the number of sat-
isfied slice requests and lower resource consumption. We refer to these heuristics as
CNFSH altogether. Moreover we propose another heuristic, D-CNFSH, which incorpo-
rates delay constraints of network slices into the NF placement problem. The resulting
model satisfies delay constraints of network slices but uses slightly more resources com-
pared to CNFSH models, thus introducing a trade-off and a decision parameter in this

aspect.

In Chapter 4, we propose SliceScore, an NF sharing aware slice-oriented DDoS
filtering mechanism. First, we introduce new attack vectors that arise solely from NF
sharing. We express the limitations of existing solutions in addressing these vulnara-
bilities and introduce SliceScore, which extends a previous DDoS filtering mechanism,
ScoreForCore (SFC) [1], by evaluating network slice features to eliminate slice-targeted

attacks.
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Consequently, our contributions in this thesis are the following:

A combination of NF sharing models considering availability, bandwidth and
delay constraints of network slices is devised.

A set of heuristics, CNFSH, D-CNFSH and their combinations are proposed. As
a result, an algorithm that converts the NP-Hard problem into polynomial time
complexity, is devised and an open-source implementation is provided [5].

A priority mechanism that maintains high availability (HA) for high-priority slices
using a load balancer (LB) is proposed.

To our knowledge, the proposed LB implements the first performance isolation
mechanism for NF sharing.

We evaluate the performance of D-CNFSH using 10 core and 2 Radio Access
Network (RAN) NFs. To our knowledge, D-CNFSH is the first NF sharing mech-
anism that targets 12 realistic 5G NF's, compared to previous studies such as [6,7].
A new metric, the ratio of underutilized to allocated resources, is proposed.

The attack vectors that arise solely by NF sharing are described.

SliceScore, which incorporates the characteristics of the network slices into the
score and the threshold calculations for more effective DDoS filtering compared

to a previous high-performance solution, SFC [1], is proposed.

By presenting innovative solutions to the resource utilization and security chal-

lenges associated with NF sharing, this thesis lays the groundwork for the design of

more efficient, secure, and sustainable communication networks. The findings provide

valuable insights into the future of network optimization and contribute to the develop-

ment of next-generation communication systems that can meet the evolving demands

of modern society.

The remainder of the thesis is organized as follows: Chapter 2, gives a background

on related topics. Chapter 3, introduces our NF sharing models. Chapter 4, explains

SliceScore in detail. Finally, Chapter 5, concludes the thesis.



2. BACKGROUND

2.1. 5G Core Networks

The 5G Core Network (5GCN) serves as the brain of 5G networks, managing
a wide range of critical functions, including billing, slicing, authentication, and au-
thorization. Its architecture is inherently designed to operate in cloud environments,
leveraging advanced paradigms such as network slicing, Software Defined Networking
(SDN), Network Function Virtualization (NFV), and microservices architecture. These
principles enable the 5GCN to provide flexible, scalable, and efficient network services

tailored to diverse requirements.

A distinguishing innovation of 5G technology is its ability to cater to numerous
vertical sectors while utilizing the same physical hardware resources. The Interna-
tional Telecommunication Union Radiocommunication Sector (ITU-R) [8] has identified
three primary use cases that exemplify this capability: Enhanced Mobile Broadband
(eMBB): Focused on providing high data rates for applications like video streaming
and virtual reality. Ultra-Reliable Low-Latency Communications (URLLC): Critical
for applications requiring near instantaneous communication and high reliability, such
as autonomous vehicles and industrial automation. Massive Machine-Type Commu-
nications (mMTC): Designed for IoT scenarios involving a large number of connected
devices, such as smart cities and agriculture. Each of these use cases presents unique
requirements for throughput, latency, device density, and reliability. To address these
varying demands, 5G employs network slicing, which creates multiple virtual networks
on the same physical infrastructure. As illustrated in Fig. 2.1, network slicing enables
service providers to allocate resources dynamically and cost-effectively, ensuring that

different QoS levels are met for each slice.

Additionally, the adoption of microservices and containerization in the 5GCN

allows for modular and independent deployment of NFs. This flexibility supports rapid



scalability and fault isolation, enhancing both performance and resilience. However,
achieving optimal resource allocation across these slices remains a complex challenge,

particularly when attempting to balance performance, cost, and energy efficiency.
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Figure 2.1. Network Slicing.

The evolution of 5G core networks is tightly coupled with advancements in Al
and automation. Al is increasingly being integrated into network operations, enabling
dynamic optimization, intelligent traffic management, and proactive security mecha-
nisms [9,10]. As Al-driven orchestration and automation mature, they will not only
enhance existing NFs but also introduce entirely new NFs that are currently unfore-
seen. These emerging NF's will cater to specialized use cases, such as autonomous

networks, Al-powered service assurance, and real-time adaptive security.



The expansion of NFs will naturally lead to an increase in the number of network
slices. With 6G and beyond, network slicing is expected to evolve further, supporting
highly customized slices for Al-driven applications, industrial automation, immersive
extended reality, and URLLC. As a result, the number of slices deployed in future
networks will scale significantly, leading to more complex and dynamic slicing require-
ments. This trend highlights the need for robust orchestration frameworks and en-
hanced security mechanisms to manage the growing interdependencies between NF's

and slices effectively.

2.2. Cloud-Native Network Function Orchestration

The concept of ’cloud-native’ refers to an architecture created especially for cloud
settings. CNF's employ technologies such as microservices, containerization, and orches-
tration to realize such an architecture [11], allowing dynamic deployment and scaling.
An orchestration platform called Kubernetes [12,13] ensures dependable and accessi-
ble CNF execution. The QoS criteria for CNFs include HA, low latency, and high
bandwidth. While these specifications have to deal with issues that include jitter, net-
work congestion, and all kinds of failures. Chapter 3 focuses on an appropriate load

balancing and scaling architecture for CNF's to address these problems.

We give the following definitions in order to clarify some of the terms used in
this thesis. A group of containers in Kubernetes is referred to as a pod, which includes
a container that serves as an atomic microservice and other containers that handle
secondary tasks like managing and maintaining the main container. A service object
in Kubernetes serves as a gateway to a number of identical pods. The service object
has four different types: ClusterIP, NodePort, LB, and External Name [14,15]. The
pods and LBs are among the key components of our proposed mechanisms, CNFSH

and D-CNFSH.



2.3. Network Slicing

The aim of 5G is to provide communication services for vertical sectors in a
common infrastructure to reduce costs and operational workload [16]. This can be
enabled through the adoption of concepts such as SDN, NFV, and Network Slicing
[17,18].

SDN enables the programmability of the user plane through central control. NFV
is a paradigm that promotes the softwarization of network devices, enabling the abstrac-
tion and flexible management of resources. Although both provide network hardware
abstraction, SDN deals with automating network management, and NFV focuses on

softwarizing network functionalities.

In network slicing, the infrastructure is divided into logical segments, i.e., network
slices (Fig. 2.1). Each network slice is designed to accommodate a group of services
with a common set of QoS requirements and mostly dedicated to a single tenant. In
this sense, apparently, a network slice should be isolated from other network slices in

terms of security and performance [19].

Fig. 2.1 shows that the corresponding slices of 5G use cases, namely eMBB,
URLLC, and mMTC, reside in the portions of the underlying resources: radio access
network (RAN), transport network, core network, and even virtual machines (VMs)
and virtual networks. The hardware and software resources available are shared among
the network slices. Plenty of research and products are already available for hardware
sharing. Research on cloud computing, NFV, and SDN focuses mainly on hardware
abstraction [20,21]. However, the sharing of software resources, such as NFs, has not

yet been explored in depth.

In order to clarify network slicing and NF placement concepts, we give the exam-
ple of smart factories. Smart factories rely on a multitude of applications with varying

performance demands. Real-time machine vision inspection necessitates high through-



put and low latency for flawless video transmission, while remote robot control requires
ultra-low latency for precise and near-instantaneous movement. Traditional networks

cannot satisfy these requirements simultaneously.

Network slicing is a game-changing technology that allows virtual network slices
to meet a variety of application requirements. To achieve the required performance
criteria, each slice can be adjusted separately. Network slicing can be used in the

smart factory scenario to generate various slices for different purposes.

CNFs are crucial in this transformation. Compared to hardware-based systems
or even VMs, CNFs offer greater scalability and flexibility. The lifecycle of these CNFs;,
including deployment, scaling, and healing, is managed via CNF orchestration. The
CNF orchestrator in the example of the smart factory would assign the right CNFs
to each network slice. To effectively handle massive video streams, for example, high-
throughput User Plane Functions (UPFs) would be implemented for the machine vision
slices. To reduce signal delays, low-latency NF instances would be placed closer to
robots in robot control slices. In order to maintain service continuity, the orchestrator
would also automatically recover from failures and dynamically scale CNF's in response

to traflic needs.

Smart factories can provide a dynamic and flexible network infrastructure that
can handle a wide range of applications with different performance needs by using
network slicing and CNF orchestration. This strategy opens the door to a more reliable
and efficient future for smart manufacturing by ensuring service continuity through

automated CNF management in addition to optimizing resource consumption.
2.4. Network Function Placement
NF placement has emerged as a critical area of research in the context of mod-

ern communication networks, particularly with the advent of 5G and beyond. The

placement of NF's directly impacts the performance, scalability, and cost-efficiency of



10

network infrastructures. Effective placement strategies ensure that network slices and
their associated NFs meet strict QoS requirements while optimizing the use of underly-
ing resources. This dual objective of performance and efficiency necessitates advanced

techniques that can adapt to the dynamic nature of network demands.

The complexity of NF placement arises from the need to balance multiple factors
such as latency, throughput, resource utilization, and availability. As communication
networks evolve, the integration of virtualization and containerization technologies fur-
ther complicates this problem. Virtual Network Functions (VNFs) and Cloud-native
Network Functions (CNFs) bring flexibility to NF deployment but also introduce chal-
lenges in maintaining performance isolation, managing redundant resources, and min-

imizing deployment costs.

A key challenge in NF placement is addressing underutilized resources within the
network. These resources, often left idle due to static or suboptimal allocation strate-
gies, represent a significant opportunity for improvement. By leveraging techniques
such as resource sharing and dynamic allocation, network operators can enhance both
resource utilization and overall network efficiency. This optimization is particularly

important as the demand for diverse and resource-intensive services continues to grow.

In the NF placement domain, the problem is formulated as follows: Mostly a list
of network slice requests is to be deployed on a limited number of computing nodes.
Each network slice has a set of requirements, including a number of NF's that need to
be in close interaction to carry out the services offered by the network slice. Therefore,
the optimum placement of NFs on the underlying infrastructure is needed in order
to satisfy the maximum number of network slices. Dietrich et al. [22] improve load
balancing and network slice acceptance rates by using a linear programming approach
for NF placement. Meanwhile, CloudScope was built on top of the Xen hypervisor by
Chen et al. [23], who used an online Markov Chain model for online prediction of the
performance of co-resident VMs. In order to lower deployment costs and improve QoS,

Bushnaq et al. [24] propose an automatic network slicing optimization framework.
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With the adoption of containerization, research on CNF placement has increased.
Taking availability needs into account, Arora and Ksentini [25] propose a dynamic
resource allocation approach. It appears that deploying redundant copies of the NFs
is necessary to ensure availability as a result of placing the NF within QoS limitations.
The concept of ‘underutilized resources’ arises from this correlation, suggesting the

potential for further performance improvements.

2.5. Network Function Sharing

In order to reduce the costs of redundant resource provisioning in communication
networks, NF sharing is proposed in recent studies [7,26]. These studies investigate
methodologies on how to share NFs among network slices to minimize costs while

maintaining the functionality of individual network slices.

Virtual NF (VNF) sharing is used by Mohamad and Hassanein [7], resulting in
47% more satisfied requests than the model without sharing. The resource usages of
the network slices are considered static in [7], and their dynamic nature is not taken
into account. Certainly, it requires further resource management to make the transition
to a dynamic environment, which we are aiming for in this thesis. Additionally, [7]’s

solution is NP-hard, which will result in more delays in large-scale slice scheduling.

Truong-Huu et al. [26] have developed a more refined sharing-aware strategy
that takes into account the traffic capacity and resource requirements of both shared
and nonshared VNFs, based on the functions of each VNF. Meanwhile, Vittal and
Franklin [27] use load balancing in kernel space to ensure the HA of network slices in 5G,
but without NF sharing. In [27], performance was measured by the ratio of preventing
the occlusion of User Service Requests (USR), achieving 60%), and the average response

time of these USRs, which is reduced by 50%.
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3. GREEN and DELAY-AWARE NF SHARING

3.1. Introduction

The growing need for applications with high throughput and low latency is driv-
ing service providers to improve NF placement methodologies in cloud settings with
minimal costs. One of the main factors supporting cost-effective cloud computing is the
sharing of NFs amongst network slices, which is already proposed by [7,28-30]. The
idea behind NF sharing is the largely underutilized resources due to QoS requirements,

as shown in Fig. 3.1, while further exploitation of these resources is possible.

Slice Requests A number of
and their Physical Nodes
Requirements

Suppose a MNodel MNode2 Mode3

network slice
with HA

requirement
needs 3

redundant NF

instances in 3
physical nodes.

MF Instance 1 MF Instance 2 MF Instance 3

Deployment of 3
MNF instances

The white space shows the Underutilized Resources.

Figure 3.1. Traditional NF Placement with HA.

NF placement intends to deploy the NF in the optimum location such that QoS

requirements are met in a cost-effective way. In order to deploy an NF with a low
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delay requirement, shortest-path communication links should be established. Since the
number of these shortest-path links is limited, maximizing resource utilization through

sharing is an effective way to reach performance objectives.

The same applies to bandwidth requirements. Among the available resources to
deploy an NF, there are locations that lack bandwidth capacity, while other locations
in other computing nodes might provide higher bandwidth. Therefore, applying the

appropriate NF placement policies is crucial for bandwidth requirements as well.

However, due to delay constraints, the resource consumption of NF's increases
compared to delay-tolerant scenarios. The NFs in a chain are required to be placed
in close proximity to each other so that communication overhead is reduced. In this
study, we demonstrate how delay-aware services require more resources and how NF

sharing reduces these requirements and helps to save energy.

Meanwhile, network slicing can be defined as the virtualization and sharing of
hardware and software resources among users. This yields virtual networks, virtual
storage, virtual CPUs, and virtualized NF's as well. In this thesis, we further virtualize
NFs by sharing them among slices in order to increase resource utilization and achieve

QoS goals with lower costs.

5G networks leverage NFV and SDN to gain flexibility and adopt a service-
oriented approach. The use of these paradigms allows network slicing to satisfy a
broad range of use cases, like high reliability for autonomous vehicles or ultra-low
delay for remote surgeries. This requires highly scalable and reliable NFs. Detailed 5G

architecture and specific NF requirements are discussed in Chapter 2 and in [6,31-33].

Deploying 5G NFs in cloud-native environments is a cost-effective solution for
mobile network operators. As mentioned by Arouk and Nikaein [11], containerization
is one of the design principles of a cloud-native architecture. Frangoudis et al. [34] show

that containers achieve lower response times due to having less interaction with the
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operating system and network I/O operations compared to VMs. Moreover, in [34], it
is shown that the start time of a container is around 1 second, while it takes around
11 seconds for a VM, an indication of the latency required for the scaling and failover
scenarios in both cases. These pieces of evidence clearly show that CNF's surpass VNFs

in satisfying 5G use cases.

One of the concerns about sharing of NFs is the security and privacy implications.
Obviously, isolation among network slices and prevention against denial of service at-
tacks, side channel attacks, etc. are necessary in the case of NF sharing [35,36]. Taking
into account these security precautions, the sharing of 3G/4G/5G NFs has been de-
vised in 3GPP releases [16] and other studies [6,37]. In order to address the security

concerns related to DDoS attacks, our proposal SliceScore is presented in Chapter 4.

Moreover, performance isolation, which implies both the security precautions and
the performance guarantees of individual slices, is another principle of network slicing.
This aspect is mostly ignored or even sacrificed in previous studies. Zharabad et al. [6]
use shared VNFs and shared CNFs for cost-effective 5G core networks. However,
Zharabad et al. [6] propose to trade off isolation and sharing if necessary. In this
thesis, we show that using a load balancing mechanism and orchestration capabilities

in cloud-native environments, performance isolation is achieved with negligible costs.

In this chapter, we present the NF sharing models and their heuristics, CNFSH
[38] and D-CNFSH [39], which use a priority-aware LB for placement and sharing of
CNF's in next-generation networks. D-CNFSH considers the availability, performance
isolation, and delay requirements of network slices at the same time. The advantage
of shared NF's in satisfying these requirements together had not yet been adequately

considered in the literature.
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3.2. Problem Definition

In this section, we present the availability model, a bandwidth sharing model, a
delay model, an NF sharing model, and the objective function. As in our case, the NF
placement problem generally aims to maximize the number of satisfied slice requests
(SSR) with a fixed amount of resources, taking into account the requirements of 5G

and beyond.

Let S be the set of network slice requests and RF, be the set of NFs requested
by each s € S. RAw, is the availability requirement of s. RTy is the traffic flow
requirement of s. The set of NF deployments F' includes all deployed and running
NFs. Each f € F has a resource requirement RC;. All deployments are made on a set

of compute nodes N, and each n € N has C'(n) amount of resources.
3.2.1. Availability Constraint

The availability constraint [25] for NFs defines the acceptable downtime of an NF
that can be tolerated before significantly impacting the functionality of the network
slice. This constraint is crucial to ensure high reliability aspects of 5G use cases. Obvi-
ously, in order to cope with service level agreements (SLAs), network operators should

prioritize resources, implement redundancy measures, and define recovery procedures.

Each computing unit, whether it is a physical machine, a VM, or a container, has
a probability to fail for some time. P(f) resembles the failure probability of an NF f.
P(n) resembles the failure probability of a node n. We assume that the availability
of an NF instance (pod) relies on the success probabilities of the pod itself and of the
physical node that hosts the pod. Therefore, the availability of a pod residing on node

n is given by
Av(f,) = (1 — P(n)) (1 — P(f)™),¥f € F,%n € N, (3.1)

where f,, is the NF pod residing on the compute node n. Av(f,) is the availability of

fn. zf is a binary decision about whether to deploy f, on compute node n or not.
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If the availability of f,, is not sufficient for the availability constraint of f, then f
should be instantiated with a sufficient number of pods to comply with this constraint.
Hence, the product of failure probabilities of NF pods gives the failure probability of
the NF as indicated by

nenN
where Av(f) is the availability of f.

All NFs required by a network slice should be up and running in order to consider
the network slice available, which means that the product of the success probabilities
of the required NFs gives the success probability of the network slice. Hence, the

availability of a network slice s, Av(s), is given by
|RF,s

|
Av(s) = H ZA?AU(]E),VS €S, (3.3)

i feF
where Ajf is a binary decision about whether the deployed NF f is actively used by s
for the index i of RF,.

Each network slice request comes with a set of requirements, one of which is the
availability constraint. The availability constraint tells us that the actual availability

of a network slice, Av(s), should not be less than the required availability, RAvs, as in
RAv, < Au(s),Vs € S. (3.4)

Otherwise, the network slice is not satisfied.
3.2.2. NF Sharing Constraint

Network slices are classified into high- and low-priority categories based on their
HA requirements. Slices that cannot tolerate service failures longer than 1 second in
containerized environments and 11 seconds in VM environments are considered high-
priority, based on the measurement in Section 4.5. The relationship between HA
requirements and high-priority classification is a one-to-one correspondence—any slice

with such strict HA constraints is necessarily high-priority.
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In CNFSH [38] and D-CNFSH [39], NF sharing leverages idle resources while
ensuring that the HA of high-priority slices (hosts) remains protected through priority-
aware load balancing. Ghosh and Banerjee [40] introduce a priority-aware LB mecha-
nism that suspends low-priority traffic under congestion. Similarly, in our approach, if
a pod failure occurs, the priority-aware LB dynamically reroutes host traffic to avail-
able pods, while low-priority guest slices are temporarily placed in a waiting queue.
Guest slices are selected based on their ability to tolerate short delays and occasional

packet loss until a new pod is deployed.

Frangoudis et al. [34] measured CNF deployment times to be approximately 1.129
seconds on a 16-core Intel Xeon processor with 32 GB of RAM, running Ubuntu 14.10.
Considering this and our measurements in Sec. 4.5, we define the classification bound-
ary between high- and low-priority slices. This classification ensures that NF sharing

does not compromise the HA guarantees required by critical network functions.

Eq. 3.5 shows that only a limited number of network slices are able to use the

NF f with the already deployed pods:

|RF|
YD AV <Y al VfeF (3.5)
seS 1 neN

which indicates that the number of network slices using the NF can not exceed the
number of deployed replications for that NF. Deploying one NF instance for each NF
requirement is actually similar to the classical NF placement methodologies. However,
our proposal with a priority-aware load balancing approach favors the network slice
with high priority to maintain its HA requirement. Thus, securing a sufficient number

of NF pods in case of congestion or node failures.

3.2.3. Bandwidth Sharing Constraint

The bandwidth constraint of a directed link between two compute nodes should
aggregate all directed flows between the pods residing at these compute nodes. Like

most of the studies in the literature [7,26,41], we assume that the amount of flow
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required by a network slice is identical between all the NF's involved. Hence,
|RFs|—1

>3 YD RTf Afag XY /R, < B(Lyw),Vm,n € N, (3.6)

s€S  i=0 fEF geF

determines whether the flow between consecutive NFs can be handled by the physical
link, where R is the required redundancy for NFs of slice s to satisfy its availability
constraint in Eq. 3.4. B(L,,,) is the link bandwidth capacity between nodes m and
n. Since there is no direct bonding between RF; and the deployed NF's, we need to
traverse all deployed NF's twice to track the NF deployment tuples that are serving
the network slice itself. The traffic low required for an NF is divided by the number
of redundant pods of that NF, so that the load is balanced and the underutilized

bandwidth resources can be shared with other network slices.
3.2.4. Delay Constraint

The delay constraint of a network slice requires that the total delay of the flow that
traverses all NFs of the network slice should not exceed a certain threshold. Therefore,

whether the total delay is below the limit that the slice can tolerate is determined by
|RFy|—1
Z Z Zmax(D(Lmn)man;ixZA;(i+l)|m, ne N)<RD,VseS, (3.7)

i=0 fEF geF
where D(Ly,y) is the delay of the link between nodes m and n. RD; is the delay budget

of slice s. Here we calculate the maximum total delay that a slice can experience using
the replicated pods of its NFs. We assume that D(L,,,) is constant and is not affected
by the bandwidth usage of the same link. Therefore, sharing of NF's, load balancing, or
any traffic congestion does not affect the delay constraint in our assumption. We also
assume that the delay of incoming and outgoing traffic to and from the edge network

will not affect the placement decisions in our scenarios.
3.2.5. Computing Capacity Constraint
A physical node n has a limited CPU capacity. Therefore,

> @hRCy < C(n)yn,¥n € N, (38)

fer
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limits the total reservation of CPUs at node n; where y,, is a binary decision for running

the compute node n.
3.2.6. Number of Compute Nodes Constraint

In our formulation, we assume a limited number of compute nodes available for
deployment. While the Computing Capacity Constraint (Eq. 3.8) ensures that the total
CPU reservation at each node does not exceed its capacity, we must also explicitly limit
the total number of active compute nodes. Let N,,,, denote the maximum number of

compute nodes that can be utilized. Then, we introduce

Z Yn < Numax, (3.9)

neN
which ensures that the number of active compute nodes does not exceed the predefined

limit, preventing excessive resource allocation beyond the available infrastructure.
3.2.7. Slice Satisfaction Constraint

In this study, we need to count the number of satisfied network slices that have
been deployed with all of their NFs. A network slice is satisfied only if its required

NFs are deployed and up and running. Hence,
|RF,

|
n= ][> A} (3.10)

i=0 feF

determines the state of the network slice s, which indicates that the slice is satisfied if
zs is 1; otherwise, it is 0. Eq. 3.10 checks all deployed NFs to see if the deployed NF
f is allowed to be used by s for the index ¢ of RF;. The product of the outcomes for
all the indices in Eq. 3.10 enforces an active and deployed NF for each index i of RF}

to consider a satisfied network slice.
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3.2.8. Objective function

The objective function

1

n—— 3.11
L+ cq % ( )

mi
is in favor of maximum number of SSRs, where the addition of 1 to the denominator

is to avoid the division by zero problem.

In Section 4.5, we try to achieve the maximum number of SSR for a fixed number
of physical nodes for each experiment. This indicates that each SSR has the same value
for the objective function. As we see in Sec. 3.3, we propose a special heuristic (RR)

in order to benefit from the value equality of the SSR.
3.3. The Proposed Heuristics and Algorithms

The above-mentioned problem is an example of the Multiple Multidimensional Knap-
sack Problem (MMdKP) [42] and can be solved with Integer Linear Programming
with NP-Hard complexity [43], but it is not always feasible with a number of slice re-
quests above 200, as experimented by Vimont et al. [44]. Panigrahy et al. [45], Ang et
al. [46], and many others propose heuristics using various sorting techniques to tackle
bin-packing and knapsack problems. In [38], we have proposed the CNFSH algorithm,
where the O(]S]log|S|) time sorting function and the O(|S|?) time search for a suit-
able host NF make it feasible with polynomial-time complexity. In order to further
investigate the behavior of CNFSH [38], we have adopted two heuristics, RR and RC.
Additionally, in [39], we have proposed a heuristic for delay-aware NF placement and

sharing, D-CNFSH.

In the following, we explain our proposals, the three heuristics, the priority-aware
LB that contribute to the performance of NF placement and sharing, and our open-

source implementation, SliceScheduler.
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3.3.1. Sorting Computing Nodes by Ascending Remaining Capacities (RC)

One of the criteria in knapsack problems is to leave as little waste space as possible
in the computing node after placing the NF [42]. The waste space is the residual
resource of the computing node, such that it is too small to place a new NF. In this
respect, the heuristic RC sorts the computing nodes in terms of remaining capacities

in increasing order for each network slice request iteration, as shown in Algorithm 1.

3.3.2. Sorting Network Slice Requests by Ascending Requested Resources
(RR)

The objective function in Eq. 3.11 assumes that all slice requests have the same
value. Therefore, it is not worth placing a network slice with higher resource require-
ments instead of another slice with low resource requirements. It will consume more
energy for the same profit. In this case, sorting slice requests in terms of the requested
resources in increasing order is a viable solution for this scenario, as shown in Algorithm

1.

This scenario is applicable to the NF placement problem in 5G networks and
beyond, as there are cases where any satisfied network slice yields the same profit for
the network operator. In this case, RR will be a suitable heuristic to solve the NF

placement problem.



Algorithm 1 Non-Delay-Aware Slice Scheduler.

if Scheme == RR then
SortByRequested Resources(S)
end if
while s in S do
while TRUFE do
if Scheme == RC then
Sort ByRemainingCapacities(N)
end if
while r in RF; do
Found + false
if Scheme # NoShareandPriority(s) == Low then
while f in F' do
if Type(r) == Type(f) and UnderutilizedCapacity(f) >= RC, then
Found < true
break
end if
end while
end if
if Found == False then
F.append(r)
Deploy(r, Requirements(r), s)
end if
end while
end while

end while
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Algorithm 2 Deploy(NetworkFunction f, Slice s).
p < Calculate RequiredReplications(f)

while n in N do
if RemainingCapacity(n) > RequiredCapacity(f)andCalculateDelaySoFar(s) <
RD, then
Place(f)
Update RemainingCapacity(n);
p<p—1L
if p <0 then
break
end if
end if
end while

ReturnDeployment Results

3.3.3. Sorting Computing Nodes by Descending Remaining Capacities for
Lower Delay (D)

In addition to CNFSH [38], we have proposed a heuristic that helps delay-aware
network slices to be deployed in 5G and beyond edge settings, which we call D-CNFSH.
Most of the previous studies, like [7], use NP-Hard algorithms for delay awareness.
D-CNFSH is composed of a delay-aware NF sharing model and a heuristic solution.
The remaining capacities of the compute nodes are sorted in descending order for
each network slice to be deployed, as shown in Algorithm 3. This is to support the
deployment of the necessary NFs as close as possible so that the communication links
between NF's result in a lower delay. In fact, its combinations with previous heuristics,
D-CNFSH-RC and D-CNFSH-RCRR (D-RC) schemes, lose their advantage of sorting
the nodes in the order of ascending remaining capacities. This is because RC and
delay-aware sorting heuristics offer a trade-off between the number of SSR and delay,
which can be used as a design parameter for a wide range of use cases, as explained

below.
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Algorithm 3 Delay-Aware Slice Scheduler.

if Scheme == RR then
SortByRequested Resources(S)
end if
RepeatFor LowDelay < false
while s in S do
while TRUFE do
if Scheme # RCorRepeatFor LowDelay then
SortByDescending RemainingCapacities(N)
else
SortByRemainingCapacities(N)
end if
RepeatFor LowDelay < false
while r in RF, do
Found + false
if Scheme # NoShareandPriority(s) == Low then
while f in F' do
if Type(r) == Type(f) and UnderutilizedCapacity(f) >= RC, and
CalculateDelaySoFar(s) < RDs then
Found < true
break
end if
end while
end if
if Found == False then
F.append(r)

Deploy(r, Requirements(r), s)
if DeploymentFailedDueT oDelayConstraint then

F.pop()
RepeatFor LowDelay < true
end if
end if
end while
end while

end while
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In Algorithm 3, we start with sorting the slice requests in terms of the requested
resources in ascending order if it is an RR scheme. Then, we start processing the slice
requests one by one. For each slice request, there will be a loop until we find that
there is no space available. For an RC scheme, we sort the compute nodes in terms
of the remaining capacities in ascending order. However, for schemes that are both
delay-aware and RC, we follow a strategy that first looks for available resources as
an RC scheme without delay awareness. If no resources are found, possibly due to
a delay constraint, we sort the compute nodes by remaining capacities in descending
order. This sorting is used to keep the NFs of the delay-constrained network slice in
close proximity to achieve a low delay. A scheme that is delay-aware and not RC will
directly sort the compute nodes in a delay-aware manner. As a result, only the schemes

that are delay-aware and RC simultaneously loop twice; others loop only once.

Later, we loop for each NF f required by the network slice. Except for NoShare
schemes, if the requested network slice has a low priority, we check all previously
deployed NFs of the same type with f to see if we can find some underutilized resources
that are enough for f. Then, if the established NF chain so far does not violate the
delay constraint of the requested network slice (Eq. 3.7), the already deployed NF is
shared and f is marked as satisfied. If no underutilized resource is found for f, then a

new NF should be deployed.

The NF deployment algorithm shown in Algorithm 2 takes the NF f and its
requirements, such as availability, CPU, memory, and delay, and the requested network
slice s, as parameters, and looks for an available compute node to host the f. The
algorithm first calculates the number of required replications of f that are enough to
satisfy the availability requirement. Then each compute node in the list is checked to
see if it can provide the required resources. Later, assuming that f is placed at that
node, the delay of the previously deployed NF's of the network slice s is calculated and
compared with its delay constraint. In case these checks are successful, an NF pod is
deployed in this compute node. The loop is executed until all necessary replications of

f are successfully deployed.
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3.3.4. Priority-Aware LB

In order to protect the availability requirements of high-priority slices that can
be affected by node or pod failures and traffic congestion, as well as to maintain the
performance isolation of network slices, we employ a priority-aware LB by extending
[40]. The complete logic and flow chart of the LB is shown in Fig. 3.2. First, a state
table that holds the current bandwidth usage is prepared for each deployed pod. Then,
the LB starts to wait for USRs from clients. Each USR is checked to see whether it
belongs to a high- or low-priority slice. If it belongs to a low-priority slice, then an
additional check is performed to determine whether the requested NF is in an alarm
state or not. If the alarm is active or there is no available pod, the request is sent to the
waiting queue. In this way, the LB detects any congestion, suspends low-priority slices,
and raises an alarm. This takes 0.105 milliseconds (ms) in the worst case, according
to the measurements of Ghosh and Banerjee [40]. Otherwise, the low-priority slice is
routed towards an available pod. On the other hand, if no available pod is found for
the USR belonging to a high-priority slice, an alarm is raised, and the request is sent

for reprocessing.

In a separate thread, the LB sends health checks to deployed pods. If a pod
does not reply, the pod is marked as not available in the state table, and an alarm is
raised. Alarms are also processed in a separate thread, such that SLAs are checked to
see whether further resources can be allocated to the corresponding network slice. If
this is the case, scaling can be triggered, and the alarm is resolved in case of successful
scaling. If the scaling is not included in SLAs of the network slice, the corresponding
USR can be dropped due to bandwidth overload. If the alarm is resolved, the USRs in
the waiting queue are sent for reprocessing; otherwise, they drop out after a timeout

period.
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It is worth mentioning that we deploy redundant pods in order to satisfy the
availability constraints of the network slices, and we make use of the underutilized
resources that result from this redundancy. In Fig. 3.3, we demonstrate some cases
that could be encountered in the lifetime of these pods. In the first column of Fig. 3.3,
we see that one network slice is using a couple of pods. The white space resembles the
underutilized resources that are already allocated to these pods. The second column

shows two new network slices that are making use of these resources.

Guests Blocked & HA  Guests Allowed
Deployment of Deployment of Traffic directed to upon Pod3

Hosts & Guests Failure in Pod2

Healthy Pod

Deployment

Hosts Only

Priority Aware Load

Balancer
Podz2 Pad? Pad?
® Pod Failure k3.199ms + 1]!.105rnsdL )
[ 1 Underutilized Resources 5 3; T
304ms )
[ Actual Resource Usage of a Host Slice L 1123s
[ Actual Resource Usages of Guest Slices L 17?:25

Figure 3.3. Example allocation of underutilized resources and a pod failure scenario.

Our measurements show that the round trip delay between LB and a Kubernetes
pod is 1.199 ms in the worst case and 0.639 ms in the best case. If the LB sends health
checks to deployed pods every 2 ms (a configurable parameter) in separate threads, a
pod failure can be detected in 3.199 at worst case. Then an alarm is raised, and none
of the low-priority USRs are allowed to reach the deployed NF pods, as shown in the
third column in Fig. 3.3. Later, a new pod (Pod3) is triggered and instantiated in
around 1.129 seconds [34], and corresponding USRs are directed to Pod3 in around
0.105 ms for each USR in the worst case [40], as shown in the fifth column (Fig. 3.3).
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This also shows that the availability and performance isolation of these low-priority

slices are not violated for more than around 1.132 seconds with D-CNFSH.

Noting that SLAs and the measurements of Frangoudis et al. [34] are used to
determine the priorities of the network slices. Furthermore, if any congestion occurs
due to a violation of the SLA limits, then predefined policies should be implemented,
which can be detected using the LB state tables.

3.3.5. Open-Source Implementation: SliceScheduler

In order to disseminate the work of this thesis, in addition to our published
work, we have provided the open-source implementation of SliceScheduler [5], which

experiments twelve different models explained in Section 4.5.

The SliceScheduler is designed to allocate network slice requests efficiently across
a limited number of nodes while ensuring optimal resource utilization. It iterates
through multiple scheduling experiments, dynamically generating slice requests and ap-
plying different strategies across various control groups. Unlike traditional schedulers,
it evaluates slice requests based on priority, the necessary constraints, incorporating

NF-sharing mechanisms to reduce redundant deployments.

This scheduling approach is particularly relevant to Kubernetes, which, while
widely used for cloud-native orchestration, lacks network-awareness and NF-sharing
capabilities. The default Kubernetes scheduler primarily considers CPU and memory
constraints without optimizing for telecom-specific needs such as delay sensitivity, NF
sharing, and HA. The SliceScheduler enhances Kubernetes by introducing intelligent
scheduling policies that maximize the number of allocated slices while reducing un-
necessary resource consumption. By supporting NF sharing, it significantly improves
efficiency, allowing slices to reuse existing network functions instead of deploying new

ones.
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Another key advantage is its ability to support HA and delay-aware schedul-
ing, both critical for 5G and beyond computing. The scheduler ensures that latency-
sensitive slices are placed in optimal locations to minimize delay while also considering
redundancy requirements for service continuity. Unlike Kubernetes’ default approach,
which does not factor in network latency, the SliceScheduler strategically places work-
loads to enhance performance in real-time applications. Additionally, its monitoring
mechanisms provide deeper insights into resource utilization trends, preventing both

over-provisioning and underutilization.

By bridging the gap between Kubernetes’ general-purpose scheduling and the
specialized demands of network slicing, the SliceScheduler enables more scalable and
cost-efficient NF deployment. It ensures that network slices are allocated optimally, bal-
ancing efficiency with performance requirements. With features like function-sharing,
HA considerations, and latency-aware placement, it offers a more refined scheduling
model for cloud-native NF'V environments, making it an essential enhancement to

Kubernetes-based telecom infrastructures.

3.4. Performance Evaluation

In this section, we first evaluate the performance of proposed heuristics and then the

priority-aware LB.

3.4.1. Performance Evaluation of the Proposed Heuristics

For the performance evaluation of our proposed heuristics, we have extended our
open-source slice scheduler on GitHub [5]. For comparison, we use six non-delay-aware
schemes: two NoShare models, the dynamic version of the sharing model of Mohamad
and Hassanein [7] as MHSH, and three CNFSH schemes: CNFSH-RC, CNFSH-RR,
and CNFSH-RCRR; and six delay-aware schemes: D-NoShare, D-CNFSH, D-CNFSH-
RC, D-NoShare-RR, D-CNFSH-RR, and D-CNFSH-RCRR. RC, RR, and D-CNFSH

heuristics are explained in Sec. 3.3.
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We use MHSH [7] for comparison because it aims to exploit all the underutilized
resources at a given time ¢, yet in a static manner. In order to make the comparison

possible in a dynamic setting, we adopt our priority mechanism into MHSH.

NoShare models do not use any NF sharing logic; NoShare-RR only sorts the slice
requests in terms of ascending requested resource size. The remaining algorithms first
sort the slice requests by priority. No more sorting is performed in MHSH. CNFSH-
RC and CNFSH-RR apply the heuristics explained in Sec. 3.3. CNFSH-RCRR applies
both of them. Delay-aware schemes, i.e., variations of D-CNFSH, follow Algorithm 3.

The algorithms using RR are evaluated separately for fairness.

We use four metrics to compare all these schemes: the number of SSRs, the
average CPU allocation per network slice, the computation time, and our proposed
metric, the ratio of underutilized to all allocated resources. With the assumption that
the memory requirements are in parallel with the computing requirements, we just
use the CPU requirements in our calculations. The experiments were run on Ubuntu
20.04.6 running on an Intel Core i7-8550U CPU @1.80GHz and 16 GB of memory. An
NF catalog, containing 10 sharable NF types as in [29] and the addition of 2 RAN
functions, CU and DU, which are described by 3GPP [47], was used. We have also
improved our open-source implementation [5] with faster execution times compared

to [38], as seen in Fig. 3.4.

In the experiments, the slice requests consist of 3-10 different NF types selected
randomly from the NF catalog. User Plane Function (UPF), which has a heavy work-
load as devised by the study in [48], requires 8 CPUs. Other NFs require 2 CPUs.
High-priority slices, within the scope of URLLC, require 99.999% availability, as in
NGMN [49]. Low-priority slices, within the scope of mMTC, require less than 98%
availability. All NFs and physical nodes have 0.999 availability, as experimented by
Arora and Ksentini [25].
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Figure 3.4. The logarithmic scale of Average Execution Time (ms) vs. Number of

Slice Requests.

Various numbers of randomly generated slice requests are experimented with
between 20 and 500 with a step size of 20. Each set of slice requests is tested for all
twelve models. Each experiment is repeated 600 times, and the average values are used.

Six physical nodes with decreasing capacities from 100 to 80 CPUs were simulated.

For delay-sensitive experiments, all network slices were assigned a random delay
budget between 10 and 20 ms. The link delay between NFs in the same computing
node is assumed to be 0, and between NF's in different computing nodes it is assumed

to be 10 ms.
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Figure 3.5. Number of SSRs without delay-aware heuristic vs. number of slice

requests.

In Fig. 3.5, 3.6 the y-axes show the absolute number of SSRs. The x-axes in
all figures show the number of slice requests. MHSH and CNFSH-RC reach around
30% and 35% higher SSRs than the NoShare Model, respectively. At the same time,
CNFSH-RC reaches 5% higher SSRs than the MHSH model. CNFSH-RR and CNFSH-
RCRR achieve 24% and 29% higher SSRs compared to NoShare-RR (Fig. 3.5).
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In Fig. 3.6, D-CNFSH-RC achieves around 2% higher SSRs than D-CNFSH when
the sorting heuristic for delay awareness is applied. The advantage of D-CNFSH-RC
is due to the proposed heuristic, which tries to find a balance between ascending and
descending sorting of the remaining capacities of nodes in order to maximize SSRs with

delay awareness.
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Figure 3.7. Percentage of change in the number of SSRs when the delay-aware

heuristic is applied vs. number of slice requests.

In Fig. 3.7, the y-axis shows the percentage of change in the number of SSRs when
the delay-aware heuristic is applied. D-CNFSH is considered the delay-aware version of
MHSH. It is notable that RR schemes are less affected by delay constraints compared
to CNFSH schemes without the RR heuristic, due to the fact that RR schemes prefer
network slices with a low number of NF's, and these network slices are less likely to be

rejected due to delay constraints.
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Figure 3.8. Resource Usage without Delay-Aware Heuristic vs. Number of Slice

Requests.

In Fig. 3.8, 3.9, the y-axes show the average CPU allocated to each satisfied
slice. CNFSH-RC has 28% and 5% less resource consumption compared to the NoShare
Model and MHSH, respectively. While CNFSH-RCRR uses 20% less resources than
NoShare-RR (Fig. 3.8). Resource usage increases when the delay-aware heuristic is
applied, as seen in Fig. 3.8, 3.9. For instance, the CPU allocation to network slices in-
creases by around 9% and 5% with D-CNFSH-RR and D-CNFSH-RCRR, respectively,
compared to their delay-tolerant versions with 500 slice requests (Fig. 3.8, 3.9).



37

30

3 \\
7 N
i - \
2 0N
5 \
S N
2 \\ -~ ~
> .o
o M i TP |
O 10 T rtmAie gl LYYy yye—
@ —— D 50 i e G R s e e T e Y
o — — — T — s —
3 - < =iidl
@
>
<
0
100 200 300 400 500
Number of Slice Requests
— e [)-NOShare D-CNFSH A D-CNFSH-RC
= = == [D-NoShare-RR — D-CNFSH-RR D-CNFSH-RCRR

Figure 3.9. Resource Usage with Delay-Aware Heuristic vs. Number of Slice

Requests.

In Fig. 3.10, our novel metric, the ratio of underutilized to allocated resources on
the y-axis, is around 30% in the D-NoShare and D-NoShare-RC models and drops below
1.3% in all sharing models. Moreover, this ratio is around 0.4% with D-CNFSH, around
0.5% with D-CNFSH-RC, and around 1.2% with both D-CNFSH-RR and D-CNFSH-
RCRR. The high ratio with RR schemes is due to the fact that in each slice request,
the NF with the heaviest workload, UPF, can take place only once. UPF causes the
highest amount of underutilized resources. As a result, because of the higher number
of SSRs with RR, the ratio of underutilized to allocated resources becomes less without
RR. Our proposed metric, the ratio of underutilized to allocated resources, investigates
how much energy is wasted per energy used. In that sense, it is worth using this metric

in environmentally sensitive and green applications.
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Figure 3.10. The percentage of underutilized to allocated resources vs. number of

slice requests.

The experiments with delay-aware schemes show that deploying delay-aware slices
comes with the cost of extra computing resources necessary to achieve the same number
of satisfied requests with delay-tolerant ones. As seen in Fig. 3.5, 3.6, 3.7, the perfor-
mance loss of D-CNFSH-RR and D-CNFSH-RCRR is around 9% and 5% compared
to CNFSH-RR and CNFSH-RCRR, respectively, for 500 slice requests. However, in
D-CNFSH and D-CNFSH-RC, the performance loss is higher than 20% for the same
number of requests, compared to MHSH and CNFSH-RC, respectively. This is due to
the fact that the RR schemes favor network slices with a low number of NFs. There-
fore, the delay requirements of a few NF's result in a lower number of rejected slice

requests compared to schemes without RR.

Another cost of delay-awareness is the sorting of computing nodes for almost each
slice. However, the complexity of O(|N|log|N|) for a small group of nodes, which is 6

in our experiments, is negligible.
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Apart from the discussion on delay-aware schemes, we have not focused on the
effects of the bandwidth constraint in performance evaluations. A diverse range of
design parameters for bandwidth, as well as delay and CPU constraints, can be exper-
imented with in order to see how the proposed schemes are affected in terms of their

performance. We leave this issue for a future study.

Moreover, our methodology is based on a few assumptions. First, the list of slice
requests is static and never changes during runtime. Experiments with online slice
scheduling and additional analysis are on our roadmap. Another point of discussion is
that adopting a sorting method that takes O(|S|log|S|) time may reduce the scheduler’s
performance as the number of slice requests increases. However, with the longest slice
request lists we used, D-CNFSH-RCRR completes its execution in roughly 17.9 ms, as
seen in Fig. 3.4, offering a more than 29% increase in slice satisfaction numbers than D-
NoShare-RR, which is executed in 2 ms, corresponding to a 795% increase in execution
time. Meanwhile, D-CNFSH-RC achieves an 18% higher slice satisfaction number
compared to D-NoShare, with a 504% increase in execution time. Fig. 3.4 shows the

logarithmic scale of execution times of delay-aware schemes on the y-axis.

Lastly, in D-CNFSH, we have accelerated the code base of CNFSH [38], with in-
memory allocations, and achieved around a 97% decrease in execution time. As seen
in Fig. 3.4, CNFSH-RCRR completes its execution in 603 ms, while D-CNFSH-RCRR

completes the same in 17.9 ms on average.

3.4.2. Performance Evaluation of the Prioriy-Aware LB

In this subsection, we demonstrate how our priority-aware load balancing mech-
anism provides performance isolation among neighboring network slices that share the
same NF. The main advantage of our proposed setting is that we use CNF's instead of
VNF's, which are common in the literature. However, we also provide measurements
for VNFs in case our LB is integrated into a VNF-based setting. In [34], Frangoudis
et al. show that running a VM takes 11.5 seconds on average. Mesbahi et al. [50]
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show that even passing the role of an active VM to an already running passive VM
takes 2 seconds. Using our priority-aware LB, the latency to detect a congestion (0.105
ms [40]), start a container (1.129 seconds [34]), and then direct the necessary traffic to
that container (0.105 ms [40]) takes around 1.129 seconds, as shown in Table 3.1. The
LB runs on Windows 8.1 with 512 MB of RAM [40] and the container is on Ubuntu
14.10 with a 16-core Intel Xeon processor and 32 GB of RAM [34]. Apart from the low
latency, our mechanism is energy-saving since there is no need to start a redundant VM
or a container beforehand; new containers are triggered in case of network congestion

or pod failure.

Table 3.1 shows delay calculations of our proposed LB, based on the measure-
ments of [34,40], and this thesis, in case of congestion and NF failure scenarios for both
VM and pod deployments. Table 3.1 considers the usage of priority-aware LB with
both VMs and pods, so that the related measurements are based on the flow depicted
on Fig. 3.2. The NF placement delay is based on the average execution time of Algo-
rithm 8 considering the D-CNSH-RCRR scheme, which has the highest delay among
the other aforementioned schemes. For all scenarios, the extra delay for high-priority

slices is 0.105 ms due to the strict prioritization mechanism of the proposed LB.

The USRs of low-priority slices, on the other hand, are directed to the waiting
queue in case of congestion. Fach USR waits for a timeout period in the waiting queue,
and later NF placement can be repeated in case the congestion takes longer than the
network slice can tolerate. In this case, the delay can take around 11.489 seconds with
a VM deployment and only 1.129 seconds with a pod deployment. In the case of a
VM failure or a pod failure, the delay can be around 11.492 seconds or 1.132 seconds,

respectively.



Table 3.1. Delay measurements for Scaling and Fail-Over Scenarios with Priority-Aware LB.

Priority Scenarios Failure LB USR Pro- | Repeat | Running Total
Detection | cessing (Worst | NF NF Instance | Delay
(Worst Case) Place-
Case) ment
VM Traffic Congestion | - 0.105ms** [40] | - - 0.105ms
High-Priority | VM Failure - 0.105ms™ [40] | - - 0.105ms
Network Slice | Pod Traffic Congestion | - 0.105ms™ [40] | - - 0.105ms
Pod Failure - 0.105ms** [40] | - - 0.105ms
VM Traffic Congestion | - 0.105ms [40] 0.008ms | 11.489s [34] | 11.489 s
Low-Priority VM PFailure 3.199ms* | 0.105ms [40] - 11.489s [34] | 11.492s
Network Slice | Pod Traffic Congestion | - 0.105ms [40] 0.008ms | 1.129s [34] | 1.129s
Pod Failure 3.199ms* | 0.105ms [40] - 1.129s [34] | 1.132s

*Including 2 ms health check interval.

**Assuming that the high-priority slice does not exceed its SLA quota.
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3.5. Conclusions

Cloud-native solutions offer great potential to satisty the requirements of 5G use cases.
Availability, performance isolation, and delay requirements are the most important
of these needs since they improve QoS and enable mission-critical applications. For
these purposes, redundant resources are devoted, which causes underutilized resources.
In this work, we have built an availability model, a bandwidth-sharing model, a de-
lay model, an NF sharing model, and a number of heuristic algorithms to enable the
placement of slices in polynomial time, each with different features with the ability to
combine them to make use of their distinct advantages. Using CNFSH-RC, we achieve
an improvement of 35% in slice request acceptance rate and 28% less resource usage
per request compared to the NoShare scheme and 5% improvements in slice satisfac-
tion rate and resource consumption when compared to a previous sharing scheme [7].
Moreover, we introduce a performance isolation mechanism for shared NFs using our
priority-aware LB. In addition, we propose a novel metric, the ratio of underutilized
to allocated resources, which demonstrates the effect of sharing mechanisms in reduc-
ing underutilized resources. Using D-CNFSH, the ratio of underutilized to allocated
resources reaches around 0.4%, while this ratio is around 30% for NoShare schemes.
We conducted our experiments with 10 core and 2 RAN NFs. Hence, to our knowl-
edge, D-CNFSH is the first NF sharing mechanism that targets 12 realistic 5G NFs.
Consequently, CNFSH and D-CNFSH are designed as a reliable and scalable solution
for 5G and beyond NF sharing, relying on the LB we propose and the capabilities of
cloud-native environments. We encourage the following research topics in order to fur-
ther prove the applicability of CNFSH and D-CNFSH and improve their performance:
a) A thorough investigation of the effects and scalability options of NF sharing in dy-
namic environments. b) Investigation of delay, bandwidth, and other parameters on
the performance of NF sharing. ¢) The use of machine learning methods for predic-
tion of network slice requests and network behaviour. d) Investigation of the security
implications of NF sharing. e) Real-life applications of 5G and beyond use cases that

use shared NFs.
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4. SLICESCORE: A SLICE ORIENTED DDoS FILTERING
APPROACH

4.1. Introduction

The idea of NF sharing has been brought up as a way to make use of underutilized
resources and effectively reduce costs. Despite the fact that there are many optimiza-
tion opportunities with NF sharing, there are also new security risks [35]. Due to NF
sharing, the network is exposed to additional attack surfaces and possible threats. To
ensure the reliability of next-generation communication networks, these problems must
be resolved. Appropriate defense mechanisms are required to protect shared NFs from

malicious activities that exploit these vulnerabilities.

The threat of DDoS attacks is one of the major security risks related to NF
sharing. These attacks have the potential to seriously harm network performance and
violate dependability. It is essential to create a secure architecture that can recognize

and neutralize various threats in order to handle DDoS attacks.

In this thesis, we examine the security implications of NF sharing in next-genera-
tion networks. We identify new attack vectors that result from the sharing of NFs
and provide some of the defense techniques that mitigate these risks. In addition,
we provide SliceScore, a network slice-oriented DDoS filtering approach that aims to
improve the security of shared NFs and network slices as well. Unlike earlier filtering
techniques that ignored taking into consideration the variations across network slices,
SliceScore intends to make use of the unique characteristics of each network slice to

efficiently identify and prevent attackers.

We show through network simulations that SliceScore performs better than cur-
rent DDoS filtering techniques, offering a reliable solution for NF sharing security

in next-generation networks. Our results underscore how crucial customized security
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measures are to protect shared resources and ensure dependable operation of next-
generation networks. Our contributions in this thesis are the following: We first list
the attack vectors that arise solely from NF sharing; second, we propose SliceScore,
which incorporates the characteristics of network slices into the threshold calculation

for more effective DDoS filtering compared to a previous high-performing solution,

SFC [1].

The remaining sections are organized as follows. Sec. 4.2 describes the new attack
vectors introduced by NF sharing. In Sec. 4.3, we introduce SFC [1], a proactive and
collaborative DDoS filtering mechanism. Sec. 4.4 explains SliceScore in detail. In Sec.
4.5, we evaluate the performance of SliceScore through simulations and compare it with
the benchmark. Finally, Sec. 4.6 concludes the chapter and shows potential directions

for future research in the domain.

4.2. The Attack Vectors

NF sharing, while offering significant advantages in terms of resource optimization
and cost reduction, also introduces new security challenges. This subsection explores
the new attack vectors that arise from NF sharing, highlighting the increased risk and

complexity of securing such environments.

The attack vectors described in this section are categorized into two classes:

A) Attacks through the compromise of a network slice
B) Attacks through the compromise of the physical or virtual infrastructure, i.e., the

physical node or the NF

All attack types are also valid for environments without NF sharing; however,
the effect of attacks can increase dramatically when NF sharing is used. Moreover, the
attack vectors themselves might overlap as well in certain cases; however, we prefer to

explain them separately to discuss and emphasize their severity. Table 4.1 summarizes
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the studies in the literature that mention these attack vectors. In fact, most of these
studies focus on the security of network slicing rather than NF sharing. In this thesis,

we elaborate on the security risks and their implications that arise from NF sharing.

4.2.1. Cross-Slice Attacks

In an environment that allows NF sharing, the resources provided by an NF are
simultaneously exposed to multiple network slices. This shared exposure inherently
increases the security risks associated with confidentiality, integrity, and availability.
Since all slices relying on a shared NF operate within the same software framework,

any vulnerabilities in slice isolation mechanisms or shared resources can be exploited.

One of the primary risks in such a setting is unauthorized access to sensitive
data. If isolation mechanisms are not strictly enforced, an attacker who compromises
one slice may gain visibility into another slice’s data. This can lead to data leakage,
where confidential information is exposed across slices, violating the privacy of users
and organizations relying on those slices [51]. Such a breach is particularly dangerous in
multi-tenant environments, where slices are often operated by different service providers

with competing or highly regulated interests.

Another concern is the potential for disruption in service availability. Since slices
share computational and network resources, a compromised slice can be used to initiate
excessive resource consumption, leading to degraded performance or even service out-
ages for other slices. This type of disruption can be particularly damaging in critical
applications such as emergency communication networks or industrial IoT deployments,
where even short periods of downtime can have severe consequences. Further details

on such attacks are given in Subsection 4.2.2.

Furthermore, if an attacker gains control over a slice, they may attempt to escalate
their privileges within the shared NF environment (Subsection 4.2.5). This could allow

unauthorized modifications to NF configurations or manipulation of network traffic.
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Even when strict access controls are in place, the inherent complexity of NF sharing
introduces risks related to shared memory, processing power, and inter-slice commu-
nication. In some cases, attackers may exploit side-channel vulnerabilities, leveraging
shared hardware resources to infer or extract sensitive information from other slices

without direct access.

To mitigate these risks, strong authentication and authorization mechanisms must
be implemented to prevent unauthorized interactions between slices. Additionally,
ensuring strict isolation at the software, virtualization, and network levels is crucial to
maintaining security. However, cross-slice attacks remain a significant concern because
they often serve as an entry point for more complex and damaging security breaches.
Once an attacker gains a foothold in one slice, they may leverage their position to launch
broader attacks against other slices or even the underlying infrastructure, making cross-

slice vulnerabilities a critical issue in NF-sharing environments.

4.2.2. DDoS Attacks

DDoS attacks remain one of the most significant threats to modern communi-
cation networks, including 5G and beyond. By overwhelming network resources with
a massive volume of malicious traffic, DDoS attacks disrupt service availability and
severely degrade the performance of NFs [19,52]. In NF-sharing environments, the
impact of such attacks is particularly severe, as compromised slice isolation can lead

to cascading failures that affect multiple services hosted on shared infrastructure.

The growing adoption of virtualization and containerization in 5G networks in-
troduces new vulnerabilities, as attackers can exploit shared resources and interdepen-
dencies between slices. Network slices are designed to provide tailored services with
specific QoS requirements, yet maintaining performance under DDoS conditions re-
mains a major challenge. If an attacker successfully launches a DDoS attack against

a shared NF, the excessive traffic can consume CPU cycles, memory, or bandwidth,
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preventing legitimate traffic from being processed effectively. This can cause not only

service disruptions for a single slice but also widespread network instability.

A particularly concerning scenario arises when a DDoS attack specifically targets
security modules within an NF, such as authentication systems, firewall mechanisms,
or intrusion detection components. If these security functions are overwhelmed, it can
leave the NF and the entire network more vulnerable to secondary exploits, enabling
attackers to bypass defenses and escalate their access. Such attacks can result in
breaches of SLAs, leading to financial losses, regulatory penalties, and reputational

damage for network operators and infrastructure providers [53].

DDoS attacks in NF-sharing environments can originate from multiple sources: a
compromised network slice, a vulnerability within a shared NF, or even a direct assault
on the underlying physical infrastructure. Since these attacks exploit both vulnara-
bilities in both network slices and the underlying infrastructure, they are relevant to
both Class A and Class B attack vectors. However, this thesis primarily focuses on
mitigating DDoS attacks that originate from Class A attacks, where a compromised

slice is leveraged to launch attacks against shared NF's.

Several studies have explored potential solutions for mitigating DDoS attacks in
network slicing environments. Javadpour et al. [54] propose a Slice Isolation-Based
Reinforcement Learning scheme to counter DDoS attacks targeting network slices.
Similarly, Sattar and Matrawi [55] introduce an on-demand slice isolation approach
to mitigate DDoS attacks while ensuring end-to-end delay guarantees in 5G core net-
works. Additionally, Kuadey et al. [52] utilize a long-term memory deep learning
technique to classify User Equipment (UE) traffic and distinguish DDoS activity from
legitimate usage. These approaches highlight the importance of proactive detection,
efficient mitigation strategies, and robust slice isolation mechanisms in securing NF-
sharing environments against DDoS threats. We explain the limitations of the solutions

mentioned above in Subsection 4.2.7.
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Zharabad et al. [6] 1,5 A v | X | X |/ | X |X]| X | X | Hardware Isolation 1: Cross-Slice Attacks
Kuadey et al. [52] 2 A X |V XX X | X|X|X Training Data 2: DDoS
Hewa et al. [56] 2 AB| X | X |V | X| X | X | X|X Computation 3: Side-Channel Attacks
Thantharate et al. [57] | 1, 2,5 A V| VXX |V | X|X|X Training Data 4: Exploiting Missing Security
Sattar and Matrawi [55] 2 AB|v | X | X |V | X | X| X | X | Hardware Isolation Zones
Schinianakis et al. [53] | 1,2,4-6 | A-B| X | X | X | X | vV | X | X | X | No DDoS Prevention 5: Elevation of Privilege
Li et al. [58] 3 AB|\V [ X | X |/ | X | X| X | X SCA-aware only Attacks
Kotulski et al. [59] 1-6 AB|v | X | X |/ | X | X | X | X | Hardware Isolation 6: Exploiting Configuration
Chen et al. [60] 1,2,5 |AB| X | X | X | X | X |V | X | X | NoDDoS Prevention Mistakes
Wang et al. [61] 6 A X | X | X|X| X | X |/ | X | Reactive Conf. only | A: Through slice compromise
Marquez et al. [62] 6 A |V | X|X| X| X |X| /| X | Reactive Conf. only B: Through infrastructure
SliceScore 2 AV | X | X|X| X | X| X |V | Noneofthe above compromise
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4.2.3. Side-Channel Attacks

Side-channel attacks (SCAs) exploit unintended information leakage through sha-
red resources, allowing attackers to infer sensitive data without direct system access.
Unlike conventional cyberattacks that target software vulnerabilities or cryptographic
weaknesses, SCAs take advantage of physical and behavioral characteristics of comput-
ing systems, such as variations in execution time, power consumption, electromagnetic
emissions, and cache access patterns [58,63]. These attacks can be particularly dan-
gerous in multi-tenant environments, where different network slices or services operate
on the same physical or virtualized infrastructure. Since SCAs do not rely on injecting
malicious code or directly interacting with protected data, they are often difficult to

detect using traditional security measures.

In the context of NF sharing, SCAs pose a critical threat due to the close prox-
imity of multiple network slices operating on shared hardware and software resources.
When an attacker gains access to a compromised or less-secure slice, they can analyze
low-level system behavior to extract confidential information from co-located slices.
For example, timing-based SCAs can be used to infer cryptographic keys, while cache-
based attacks may reveal data access patterns that expose the nature of network traffic
or security mechanisms in place [64,65]. The increasing reliance on virtualization and
containerization in CNF's further exacerbates these risks, as shared execution environ-
ments introduce additional attack surfaces. As a result, SCAs are a growing concern
for NF sharing architectures, requiring advanced isolation and mitigation strategies to

protect sensitive operations.

One of the primary concerns with SCAs is their ability to compromise the confi-
dentiality of cryptographic operations. By analyzing runtime activity data, an attacker
may deduce encryption keys, allowing them to intercept or manipulate protected com-
munications [66,67]. Additionally, SCAs can reveal patterns in network traffic, which
may expose sensitive operational details such as user behavior, application usage, or

security mechanisms in place. The presence of shared execution environments in NF
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sharing scenarios makes it easier for adversaries to gather such information without

triggering traditional security alarms.

Mitigating SCAs in NF sharing environments requires a multi-layered approach.
Robust isolation mechanisms should be implemented to minimize shared resource in-
terference, ensuring that slices cannot inadvertently reveal critical information. Secure
cryptographic designs must incorporate countermeasures such as constant-time execu-
tion and randomization techniques to obscure patterns that attackers could exploit [68].
Additionally, continuous monitoring tools should be deployed to detect abnormal re-
source usage that may indicate an ongoing SCA [69]. Striking a balance between
resource efficiency and security remains a challenge, but it is essential to safeguard the

integrity and confidentiality of shared NFs [70].

4.2.4. Exploiting Missing Security Zones

The adoption of NF sharing introduces significant challenges in ensuring trust
and isolation between multiple network slices. Unlike traditional 4G networks, where
the core network operates within a single, well-defined security zone, 5G introduces
network slicing, which requires each slice to be treated as an independent trust zone
with strict isolation measures [35]. However, the coexistence of multiple tenants within
shared NFs increases the attack surface, as any misconfiguration, weak security enforce-
ment, or missing isolation controls can be exploited by malicious actors. Inadequate
separation between slices allows attackers to access shared resources, manipulate traffic,
or even eavesdrop on sensitive operations, threatening the integrity and confidentiality

of network services [19,59].

A key risk in NF sharing environments is the exploitation of vulnerabilities within
shared NFs, where a compromised or malicious tenant could leverage weak isolation
mechanisms to affect other slices. This could involve manipulating control plane com-
munications, injecting malicious traffic, or interfering with critical NF operations. In

some cases, attackers may exploit improperly configured access controls to escalate



o1

privileges and gain unauthorized access to sensitive network data. The risk is fur-
ther exacerbated by the complexity of cloud-native deployments, where microservices
and containerized NFs rely on shared virtualized infrastructure, making it difficult to

enforce strict security perimeters.

Moreover, security breaches stemming from missing or weakly enforced trust
zones can facilitate lateral movement within the network, allowing attackers to prop-
agate their influence beyond a single slice. Once inside, an attacker could exploit
inter-slice communication channels, access shared memory, or manipulate orchestra-
tion mechanisms to disrupt service availability. Misconfigurations in authentication,
policy enforcement, and resource allocation frameworks are common entry points for

such attacks, highlighting the necessity of comprehensive security policies.

To mitigate these risks, strong isolation mechanisms must be enforced between
network slices and tenants. Techniques such as slice-aware security policies like Slice-
Score [71], which is proposed in this thesis, zero-trust architectures [72,73], and strict
access controls should be implemented to prevent unauthorized interactions between
slices. Additionally, continuous security monitoring, anomaly detection, and auto-
mated response mechanisms are crucial for identifying and mitigating potential breaches
before they escalate. The integrity of shared NFs must be safeguarded through hard-
ened security configurations, robust identity management, and rigorous validation of
slice-specific security policies. By ensuring well-defined security zones and prevent-
ing cross-slice interference, network operators can enhance the overall resilience of NF

sharing environments.

4.2.5. Elevation of Privilege Attacks

Elevation of privilege attacks occur when an attacker, who is already an authen-
ticated user within the system, escalates their access rights beyond what was originally
intended. In the context of NF sharing, this means an attacker can gain unauthorized

control over neighboring slices, shared NFs, or even the underlying infrastructure [36].
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These attacks often exploit software vulnerabilities, weak authentication mechanisms,
or misconfigurations in access control policies. Unlike external attacks, which rely on
breaching initial defenses, elevation of privilege attacks leverage the attacker’s legit-
imate presence within the system, making them particularly difficult to detect and

mitigate.

Once an attacker gains elevated privileges, they can execute critical commands,
access restricted data, modify NF configurations, or disrupt network operations. Such
attacks can lead to severe consequences, including service outages, data breaches, and
loss of network integrity. For instance, an attacker with administrative privileges could
reconfigure routing policies, manipulate resource allocation mechanisms, or disable
security controls, causing widespread disruptions across multiple tenants. Additionally,
if privilege escalation occurs at the orchestration or control plane level, attackers may
gain the ability to create, modify, or delete entire network slices, severely compromising

service availability and security.

To mitigate elevation of privilege attacks, strict access control policies must be
enforced, ensuring that users and processes operate under the principle of least privi-
lege. Role-based and attribute-based access control mechanisms should be implemented
to limit the scope of user permissions [74]. Additionally, continuous monitoring, log-
ging, and anomaly detection systems should be deployed to identify suspicious access
patterns and privilege escalation attempts in real-time. Regular security audits, vul-
nerability assessments, and automated patching of known exploits are also essential in

preventing privilege escalation within shared NF environments.

4.2.6. Exploiting Configuration Mistakes

Despite the layered security architecture of 5G core networks, the complexity of
security configurations introduces significant risks. Modern networks rely on precise
settings for access control, encryption, traffic routing, and resource allocation. How-

ever, even minor misconfigurations in these areas can create severe vulnerabilities. A
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single error—such as an overly permissive firewall rule, an incorrectly defined trust
relationship, or a misapplied security policy—can inadvertently expose sensitive data,
enable unauthorized access, or weaken network segmentation [59,60]. Attackers ac-
tively scan for such weaknesses, leveraging them as entry points to bypass otherwise

robust security defenses.

Configuration errors can stem from both manual and automated processes. Man-
ual configurations, especially in large-scale and dynamic environments like 5G, are
prone to human mistakes due to the complexity and interdependence of network set-
tings. Automated configuration management tools help reduce human errors but are
not immune to flaws—misaligned policies, improper testing, or software bugs can prop-
agate vulnerabilities at scale. The increasing adoption of network slicing and NF shar-
ing further complicates configuration management, as each slice may require distinct
security policies that must be consistently enforced across multiple layers of the net-

work.

Mitigating risks associated with configuration mistakes requires a multi-layered
approach. Automated validation tools should be employed to detect misconfigura-
tions before deployment, and real-time monitoring mechanisms should continuously
verify compliance with security policies. Additionally, regular security audits, penetra-
tion testing, and adherence to standardized configuration guidelines can help prevent
misconfiguration-related exploits. Continuous training for network administrators and
security teams is also critical to maintaining a high level of expertise in managing

evolving security requirements.

4.2.7. Discussion on Previous Solutions

As shown in Table 4.1, most of the references propose slice isolation as a solution
to the listed vulnerabilities. Sattar and Matrawi [55] propose hardware isolation among
network slices. According to [51], [59], NF sharing is contrary to slice isolation, and

there should be further security improvements to be able to benefit from NF sharing in
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a secure way. Zharabad et al. [6] claim that hardware isolation is the most beneficial
way to secure slices. In contrast, Li et al. [58] propose a resource allocation algorithm

that is SCA-aware in which virtual isolation among slices is considered.

Deep learning techniques require a large amount of training data, which is chal-
lenging in the networking domain. Thantharate et al. [57] use a 65K dataset for their
SecurebG solution. Meanwhile, blockchain models are effective but have computational
overload as shown by [75]. Trust/Security Zones and Zero-Trust techniques define ap-
plicable frameworks for a wide range of scenarios; however, they do not include a DDoS

prevention mechanism.

The majority of the aforementioned techniques concentrate on several attack
vectors, while DDoS is the common threat among them. Although some of the authors
in Table 4.1 are aware of the security challenges associated with NF sharing, others
focus only on the security of slices that use dedicated NFs. In this thesis, we show
how isolation can be achieved despite using NF sharing by thoroughly evaluating the
slice attributes. The slice-oriented DDoS filtering mechanism we propose offers a fine-

grained approach to secure NF sharing environments.

4.3. Previous Work in DDoS Filtering: ScoreForCore

DDoS attacks can cause high financial and reputational damage to institutions.
In order to tackle this problem and contribute to the literature, we have worked on

various DDoS filtering mechanisms [1, 76].

In [1], we proposed SFC, which enables cooperation among core network routers
in order to achieve the most effective tuple of packet attributes that characterizes the
DDoS attack. SFC calculates the score of each packet based on traffic characteristics
before and during the attack. SFC is called a proactive filtering mechanism since it
starts processing before the attack starts, as shown in Table 4.2. The threshold is

calculated for the entire network so that the ratio of allowed traffic to actual traffic is
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considered. The score of each packet is compared to the threshold, and if it is larger

than the threshold, it is dropped.

As a result, SFC achieves higher percentages for the metrics used compared to a
previous study [77], because SFC considers dynamic detection of effective attributes in

the DDoS attack.

In this thesis, SliceScore outperforms conventional filtering algorithms that do not
take into account the variations among slices by utilizing the distinctive qualities of
network slices. SliceScore improves the general security of shared NF's by incorporating
a slice-oriented traffic filtering technique, guaranteeing the reliable functioning of next-

generation networks.

The architecture and functionality of SliceScore are covered in detail in Sec.
4.4. Comprehensive simulations and comparisons with another filtering mechanism
are made to show its effectiveness in Sec. 4.5. Our efforts demonstrate the value of
adaptive security techniques and offer an advancement in the security of NF sharing

and next-generation communication networks.

4.4. Design and Operation of SliceScore

The simplicity in running DDoS attacks and their wide range of effects compared
to other types of attacks make NF sharing and network slicing prone to resource ex-
haustion risks. To address this threat, we focus on the mitigation of DDoS attacks
and propose SliceScore, which integrates the characteristics of network slices into an

existing DDoS filtering mechanism, SFC [1].

In SFC, all network traffic, regardless of where the packets are aimed, is treated
in the same way. However, in a communication network where network slicing is used,
each network slice can be treated with a fine granularity so that a thorough diagnosis

and mitigation of DDoS can be achieved. A slice with less bandwidth size compared
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to others can be attacked with a DDoS traffic density that is negligible for other slices.
Therefore, detection and mitigation of such DDoS attacks would be impossible without

considering the slice attributes.

SliceScore is designed to improve the security of NF sharing by incorporating
network slice parameters into the calculation of thresholds and packet scores. This
approach ensures that the unique characteristics and requirements of each network
slice are taken into account, providing a more precise and effective DDoS mitigation

mechanism.

In order to mitigate a DDoS attack, we divide the network lifetime into two
phases: the attack-free phase and the attack phase. In the attack-free phase, the
bandwidth usage is below the capacity of links used, where we assume the network
is free from DDoS attacks. Therefore, in this phase, nominal profiles that include
the nominal values for the attributes of network slices are collected. The attributes
we consider consist of source IP, protocol type, packet size, TTL value, TCP flag,
destination IP, and destination port. Due to this preparation phase before the attack

starts, SliceScore is also a proactive mechanism.

Table 4.2. Comparison of DDoS Filtering Techniques.

5
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Reference A«| O] =] Scoring/Metrics Threshold
HCF (78] X | X| X | Static Attributes Network-Wide
PacketScore [77] | /| X | /| Static Attributes Network-Wide
SSM [79] v | X | X | Static Attributes Network-Wide
SFC [1] V| /| X| Dynamic Attributes Network-Wide
SliceScore v'| v/ | /| Slice-Oriented Dynamic Attributes | Slice-Specific

Table 4.2 compares SliceScore with other DDoS filtering mechanisms in terms of

proactivity, collaboration, usage of iceberg profiles, scoring characteristics, and thresh-
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old coverage. Jin et al. [78] propose Hop Count Filtering (HCF), which eliminates
packets based on the accuracy of their TTL values. Kim et al. [77] propose PacketScore,
where static attributes are used in profiling. PacketScore uses iceberg profiling, which is
also adopted into SliceScore. Kalkan and Alagoz [1] use dynamic attributes and collab-
oration among routers to decide on suspicious packet features in SFC. This comparison
demonstrates that SliceScore, with its slice-oriented mechanism, not only introduces a
proactive approach but also provides granular and dynamic DDoS mitigation in one

place that traditional methods lack.

The attack phase starts when the network monitoring system detects a large
volume of traffic beyond previously defined limits and gives a DDoS attack alert. This
phase is divided into periods of equal length. The current period is represented by t,
starting with ¢ = 0. In this phase, the attack profiles are constructed based on the
number of packets that have the same values for each attribute and for each Own Pair?,

which is explained below and in Fig. 4.1.

For memory-saving purposes, two randomly chosen attributes for each slice are
called the OwnPair of the slice and are represented by OwnPair®. The OwnPair
Nominal Profile for slice s, OPN P*, holds the number of packets for the values of

OwnPairs.

SFC [1] relies on the cooperation of distributed routers to achieve an effective
attribute tuple with low memory consumption. In addition to that, in SliceScore, we
make use of the iceberg-style profiles that are described in [77] in detail. In an iceberg-
style profile with a static threshold, the attribute values that appear less than the
threshold in the network are not stored. Instead, the static threshold is used when
needed. As a result, we further reduce the amount of memory used to count the

occurrences of attribute tuples in SliceScore.
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Figure 4.1. SliceScore.



29

Each slice s is a member of the set of slices S. For each packet attribute other
than destination IP and port, the number of packets targeting the slice s in the attack-
free phase that have the same attribute values is recorded, and this record is called the
Single Nominal Profile of s (SN P?). The same is maintained for the attack phase and
is called the Single Current Profile of s (SC P?).

The two attributes that have the most deviating SC P® compared to their SN P?*
based on each slice s are determined and called SuspiciousPair®. Meanwhile, the pair
that should be considered for the calculation of the packet score for the same slice
is ScorePair®, which is determined as the following: If the OwnPair® of a router is
the same as SuspiciousPair®, then QwnPair® is assigned as ScorePair®. If not, the
router asks its one, two, and three-hop neighbors, respectively, for the nominal profile
of SuspiciousPair®. If it is found, then SuspiciousPair® is assigned to ScorePair?.
Otherwise, OwnPair?® is used as Score Pair®. The ScorePair Nominal Profile of the slice
s, SPN P?, and the ScorePair Current Profile of the slice s, SPC P?, are set accordingly.

The collaboration among routers is explained in more detail in our previous paper [1].

Starting from ¢ = 1, following the initial construction of nominal and current
profiles, the score of every packet is calculated and the slice thresholds are updated
with each packet received. If the score of a packet is smaller than the current threshold,
the packet is passed; otherwise, the packet is dropped. In this way, SliceScore aims to

turn the traffic usage of each slice below bandwidth capacity, which is DDoS safe.

SliceScore is a slice-oriented DDoS filtering approach that considers the character-
istics of network slices to differentiate between legal and illegitimate traffic. Traditional
filtering approaches that ignore the characteristics of the network slices might treat the
legal traffic of a high-bandwidth slice as a suspected attack while underestimating a
real attack that is smaller in size against a slice that can handle only a small amount
of bandwidth. SliceScore is designed to handle these cases as well, which is not only

beneficial for DDoS filtering but can also be applied for traffic throttling.
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Figure 4.2. Packet Processing in SliceScore.

As shown in Fig. 4.2, the main criterion for a packet to pass the SliceScore filter
is that its score should fit in the threshold for the slice it is targeting. Therefore,
packets of any DDoS attack are filtered out if they do not fit the predefined bandwidth
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limits of the slice. If some amount of DDoS traffic is allowed due to having some idle
bandwidth capacity, then they are not supposed to have a DDoS effect, as implied by
Eq. 4.1, 4.2 below.

In a 5G setting supported with NF sharing, network slices can be distinguished
in three ways: with the Differentiated Services Code Point (DSCP) field of the IP
packet, like in [80]; with packet attributes special to the protocol used, such as the
value of the Public Land Mobile Network (PLMN) of an NGAP protocol [81]; or with
the destination IP-port pair. For simplicity, we use the destination IP-port pair to
differentiate a network slice. In addition, we assume that each network slice has a

bandwidth capacity defined in the corresponding SLA.

The score of each incoming packet is calculated with

SPCP*/TPCP
SPNP:/TPNP*’

where T'PC'P? is the total number of packets in the current profile of s, and TPN P?

Score = (4.1)

is the total number of packets in the nominal profile of s.

The threshold T'h® for slice s is updated with each packet to satisfy

Bandwidth Capacity of s
CDF(Th?) =
(Th) Current Bandwidth Usage of s’

(4.2)

so that if the score of a packet destined to slice s is greater than or equal to Th*, it
is dropped. The ratio of bandwidth capacity (legitimate usage) of slice s over current
bandwidth usage of s determines the ratio of allowed traffic over actual traffic. In this

sense, a packet should have a score less than Th® to be allowed.

If a packet is among the attack packets, its score is expected to be higher than that
of the packets that are not related to the attack. This is achieved by scoring a packet
in the following way: The ratio of occurrence of packets with the same features with
that packet over all packets in the attack phase is divided by the ratio of occurrence
of packets with the same features over all packets in the nominal phase (Eq. 4.1). Eq.

4.1, 4.2 can be used for various network topologies, scales, and DDoS intensities due
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to the fact that SliceScore is slice-oriented, hence scalable in nature. Furthermore, in
complex DDoS attack scenarios, the global view of the DDoS attack might be necessary

for an effective filtering mechanism, which is one of our future research topics.

Another sophisticated attack strategy that adversaries may employ is the hit-and-
wait method, where a DDoS attack is launched for a short duration, then stopped, only
to be resumed after some time. This intermittent attack pattern makes detection more
challenging, as traffic spikes appear occasionally rather than continuously. A potential
countermeasure for such attacks is the implementation of a DDoS alarm timer, which
tracks recurring attack instances over a predefined time window. If multiple attack
bursts are detected within this timeframe, the system can classify the source as a
persistent threat and apply stricter mitigation actions, such as temporarily blocking
the attacker’s traffic from the network. This mechanism could further enhance the
adaptability of SliceScore by improving its resilience against stealthy and periodic
DDoS attempts. Future research can focus on the implementation and evaluation of
this strategy within SliceScore to assess its effectiveness in mitigating hit-and-wait

attack patterns.

4.5. Performance Evaluation

The effectiveness of SliceScore was evaluated using the ns-3 network simulator.
Version 3.30 of ns-3 was run in a Docker 26.1.4 container on Ubuntu 20.04.6 running
on an Intel Core i7-8550U CPU @1.80GHz with 16 GB of memory. As shown in Fig.
4.3, the simulation environment includes 3 5G base stations (gNBs), each with 5 UEs
attached. The gNBs are connected to a router that contains the SliceScore module.
SliceScore traces all packets that are destined to 5G NFs and operates each packet
based on the relevant phase described in Sec. 4.4. 4 hosts are connected to this
router, each running a server listening on 2 UDP ports, 53 and 1434. Each of these
ports represents a slice. The bandwidth capacities of these eight slices are assigned
incrementally between 50-85 Mbps. The attack-free and attack phases are simulated,

excluding the collaboration phase, which is already analyzed in our previous work [1].
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In this thesis, we focus on the effects of the simulation parameters on the success of

our slice-oriented approach, SliceScore.

SliceScore
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Figure 4.3. NS-3 simulation settings with specific victim scenario.

In the beginning, each UE randomly selects six slices and sends 5 Mbps of traffic
to each of them until the end of the simulation. 2 seconds later, the attack phase starts
with 5 randomly selected attackers among the UEs. The total attack size is 400 Mbps
for the first set of simulations and 1.2 Gbps for the second set. Each scenario explained

below was executed with both attack densities and ten times each for accuracy.

e Random Attack (RA): Each attacker chooses a random victim among the eight
available slices with packets of random size between 40 and 1000 bytes.

e Random Attack on the slice with the least bandwidth capacity (RAL): All attack-
ers attack the slice with 50 Mbps capacity with packets of random size between

40 and 1000 bytes.
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e Random Attack on the slice with the highest bandwidth capacity (RAH): All
attackers attack the slice with 85 Mbps capacity with packets of random size
between 40 and 1000 bytes.

e DNS Amplification Attack on Random Victims (DNSR): Each attacker attacks
a randomly selected slice with 60-byte packets.

e DNS Amplification Attack on the slice with the least bandwidth capacity (DNSL):
All attackers attack the slice with 50 Mbps capacity with 60-byte packets.

e DNS Amplification Attack on the slice with the highest bandwidth capacity
(DNSH): All attackers attack the slice with 85 Mbps capacity with 60-byte pack-

ets.

For comparison, we simulate the same scenarios with SFC [1], which is an example
of a DDoS filtering mechanism without considering the network slice attributes. In
SFC, all packets are treated in the same way. In SliceScore, the corresponding network
slice of each packet is determined first based on the destination IP-port pair. Each
network slice has its own threshold, and the score of each packet is calculated based on
its network slice attributes. In this way, each packet is evaluated with a slice-oriented

and fine-grained approach that avoids overgeneralization.

For both SliceScore and SFC, we count the number of correct drops as True Neg-
atives (TN), incorrect drops as False Negatives (FN), correct passes as True Positives
(TP), and incorrect passes as False Positives (FP). Later, key performance indica-
tors (KPIs), namely precision (PN), recall (RL), true negative rate (TNR), negative
predictive value (NPV), accuracy (AY), F-measure (FM), and F-measure complement
(FMC), which are widely used in classification problems, are calculated, as shown in

Table 4.3.

PN, RL, TNR, and NPV show the success ratio of correctly identifying the allowed
packets, legitimate packets, illegitimate packets, and dropped packets, respectively.

AY shows the success ratio among all packets. FM is the overall success in classifying
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legitimate packets, deduced from the balance between PN and RL. FMC is considering
both TNR and NPV.

Table 4.3. Key Performance Indicators (KPIs).

Precision TP / (TP + FP)

Recall TP / (TP + FN)

True Negative Rate TN/(TN + FP)

Negative Predictive Value | TN / (TN + FN)

Accuracy (TP + TN) / (TP + TN + FP + FN)
F-Measure 2 * PN *RL / (PN + RL)

F-Measure Complement 2 * TNR * NPV / (TNR + NPV)

PN, in Fig. 4.4, 4.5, shows that SliceScore is successful over SFC in RA in
both attack densities and in DNSR in 400 Mbps attacks up to 19 %. Meanwhile, in
RAL in 400 Mbps attacks and RAH in both attack densities, SFC has higher values
than SliceScore with up to 4 %. In SliceScore, slices with unused bandwidth capacity
can allow some of the DDoS traffic without loss of service continuity. For this reason,
attacks on servers with higher bandwidth capacity result in higher FP values and lower

PN compared to attacks on servers with nearly full bandwidth capacity.

As shown in Fig. 4.6, 4.7, SliceScore outperforms SFC in RL for all scenarios with
up to 43 %. In Fig. 4.8, 4.9, SliceScore has higher TNR values than SFC with DNSR
in 400 Mbps attacks with 8%, which results in equal performance for both SliceScore
and SFC in 1.2 Gbps attacks. Whereas with RAH scenarios, SliceScore allows for
some of the DDoS traffic due to idle bandwidth capacities, as explained for PN above.
As shown in Fig. 4.10, 4.11, 4.12, 4.13, 4.14, 4.15, 4.16, 4.17, SliceScore has higher
NPV, AY, FM, and FMC values for all scenarios with up to 29%, 25%, 31%, and 20%,

respectively.
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Figure 4.4. Precision in 400 Mbps Attacks.
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Figure 4.5. Precision in 1.2 Gbps Attacks.
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Figure 4.6. Recall in 400 Mbps Attacks.
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Figure 4.7. Recall in 1.2 Gbps Attacks.
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Figure 4.8. True Negative Rate in 400 Mbps Attacks.

B SFC [ SliceScore

RA RAL RAH DNSR DNSL DNSH

Figure 4.9. True Negative Rate in 1.2 Gbps Attacks.
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Figure 4.10. Negative Predictive Value in 400 Mbps Attacks.
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Figure 4.11. Negative Predictive Value in 1.2 Gbps Attacks.
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Figure 4.12. Accuracy in 400 Mbps Attacks.
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Figure 4.13. Accuracy in 1.2 Gbps Attacks.
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Figure 4.14. F-Measure in 400 Mbps Attacks.
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Figure 4.15. F-Measure in 1.2 Gbps Attacks.
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Figure 4.16. F-Measure Complement in 400 Mbps Attacks.

B SFC [ SliceScore

F-Measure Complement (FMC)

RA RAL RAH DNSR DNSL DNSH

Figure 4.17. F-Measure Complement in 1.2 Gbps Attacks.

Apart from that, it is notable that in almost all scenarios, uncertainty in attack
features makes DDoS mitigation harder. RA, RAL, and RAH attacks with random

packet sizes include more uncertainty compared to DNS amplification attacks where
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60-byte packets are used. Moreover, when the attack densities increase from 400 Mbps
to 1.2 Gbps DDoS attack characteristics become more visible such that both SliceScore

and SFC have more successful results with the second set of attacks.

SliceScore outperforms SFC for almost all KPIs except those considering FP.
SliceScore is designed such that some amount of DDoS traffic is allowed to pass up to
the limits of the slice bandwidth; however, the amount of allowed illegitimate packets

is far from triggering a DDoS attack.

The main difference between SliceScore and SFC is that in the latter, all net-
work slices are treated in the same way regardless of their bandwidth limits. As a
result, including slice-specific profiles in the score calculation and the network slice
bandwidth limit in the threshold calculation significantly improves detection accuracy

and mitigation effectiveness for SliceScore.

4.6. Conclusions

In recent years, NF sharing has attracted the attention of researchers in order to
achieve cost-effective implementations of communication networks. In this chapter, we
first demonstrate how NF sharing introduces new attack vectors that target NF and
slice security. Then, we present SliceScore, a DDoS filtering mechanism designed to
improve the security of network slicing and NF sharing in next-generation communica-
tion networks by extending a previous work, SFC [1]. SliceScore incorporates network
slice bandwidth capacity and slice-specific measurements into the threshold and score
calculations, providing a more adaptive and precise approach to DDoS mitigation.
Simulation results demonstrate that SliceScore outperforms traditional DDoS filtering
mechanisms. This improvement highlights the importance of considering network slice
characteristics in security mechanisms, ensuring more effective protection for shared
resources in next-generation communication networks. Future work will focus on fur-
ther expanding the slice-oriented approach to address a wider range of security threats.

We also encourage further research on investigating the use of SliceScore in different
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network architectures, such as edge computing and the internet of things. SliceScore
is scalable in nature and can be adopted to such various topologies with slight modifi-

cations and design decisions based on the corresponding network slice features.
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5. CONCLUSION

The diverse requirements of vertical use cases in 5G and beyond networks have
highlighted the need for highly efficient, sustainable, and secure resource allocation
strategies. One of the main challenges in this domain is the optimization of NF place-
ment, which is essential to meet diverse service requirements while minimizing costs
and resource wastage. This thesis aims to address these challenges by developing a
framework that optimizes NF placement by incorporating the NF sharing concept,

focusing on resource efficiency, delay sensitivity, and security concerns.

In this work, we present novel cost-efficient heuristics, CNFSH and D-CNFSH,
designed specifically for 5G and beyond networks. The primary contribution was to
reduce resource underutilization by maximizing shared NF usage, thus improving over-
all network performance and supporting sustainable, green network implementations.
Alongside resource optimization, the thesis also tackles the security implications of
NF sharing. We introduce SliceScore, a DDoS filtering mechanism tailored to network
slicing with NF sharing awareness, which mitigates potential security threats while

maintaining high energy efficiency and ensuring the reliability of network slices.

5.1. Future Work

The contributions of this research provide a foundation for the design of next-
generation networks that are not only efficient and cost-effective but also secure against
emerging DDoS vulnerabilities. We encourage researchers to focus on enhancing the
scalability of the proposed solutions in dynamic, real-time environments, as well as
further investigating the impact of various network parameters—such as bandwidth and
delay—on NF sharing. Additionally, exploring the use of machine learning to predict
network behavior and optimize resource allocation can lead to even more adaptive and

efficient solutions. Finally, expanding the security aspects of NF sharing, including a
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broader range of attack vectors and resilience strategies, will be crucial as the networks

continue to evolve.

In conclusion, this thesis intends to pave the way for next-generation communi-
cation networks that are cost-efficient, secure, and adaptable, and it opens up several
promising avenues for future research in the areas of network slicing, NF sharing, and

security optimization.
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